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Classification is one of the most common data mining techniques to use. In 
Chapter 8, you learned how you can build classification models using the 
Oracle Data Miner tool and to apply one of these models to your new data. 

In this chapter, you learn how you can perform the same steps using the functions 
available in PL/SQL and SQL. The data sets used in this chapter are the same as were 
used in Chapter 8. Using the contents of this chapter, you should be able to easily 
understand what is happening under the hood of the Oracle Data Miner tool  
and be able to modify the ODM workflows to suit your data, your project, and  
your scenario.

Setting Up Your Data
For classification-type problems in Oracle, you need a case table or view. The case 
table or view contains the data set you want to use to build and test your classification 
data mining models. This case table should contain the following:

 ■ One record per case

 ■ One attribute as the primary key or the Case ID

 ■ A target attribute

To prepare your case table or view, you need a very clear definition of the 
question that you are asking, as this determines what value should be in the target 
attribute. For example, you might be asking whether a customer will take up an 
affinity card or not. Having a clearly defined question also enables you to clearly 
define the steps required to produce the required target attribute value.

Most of the work in preparing the case table or view can be completed using 
SQL and PL/SQL programs. These take merged data from various sources together to 
form one record to represent a case. These programs then work out the value for the 
target variable. 

In addition to writing the programs to do this processing, you may also want to 
reformat the data in a variety of ways. For example, you may not be interested in a 
person’s age, but you might be more interested in what age band they might fit in; 
for example, the age bands could be <=18, >18 and <=26, >26 and <=34, >36 and 
<=52, and >52. This type of data processing is called binning the data. 

Oracle has a feature called Automatic Data Preparation (ADP). This has a 
number of built-in data processing functions that are dependent on the data mining 
algorithm being processed. By default, ADP is turned on when you are using the 
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Oracle Data Mining tool, but when you are using the PL/SQL functions to create a 
model, you need to turn it on explicitly (see the next section, “Settings Table”). 

Table 15-1 shows the ADP processing performed for the classification 
algorithms.

Settings Table
To use a data mining algorithm to build a model, you need to list the settings you 
want to use for the algorithm. To specify the settings, you must create a table that 
contains one record for each setting. The settings table will have two attributes:

 ■ setting_name This contains the name of the setting parameter.

 ■ setting_value This contains the value of the setting parameter.

You can define the name of the settings table. As you may have a number of 
these tables in your schema, you need to ensure that they have unique names and 
that the names are meaningful.

Typically the settings table has two records in it. One of these records specifies 
the algorithm that you want to use when building the model, while the second 
record specifies whether you want to use the ADP feature. ADP is turned on 
automatically when you are using the Oracle Data Miner tool, but when using the 
CREATE_MODEL PL/SQL function, ADP is turned off by default.

The following example gives the code to create a settings table and inserts two 
settings records. These records specify the use of the Decision Tree algorithm and 
then turn on the ADP. This code can be run using a SQL worksheet in SQL Developer 
or using SQL*Plus. The schema that you use should be set up with the necessary 

Algorithm ADP Performed

Naïve Bayes All attributes are binned with supervised binning..

Generalized Linear Model Numerical attributes are normalized.

Support Vector Machine Numerical attributes are normalized.

Decision Tree The Decision Tree algorithm handles the data preparation.

TABLE 15-1. ADP Processing for Classification Algorithms
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permissions to use Oracle Data Miner; for example, you could use the  
DMUSER schema.

-- create the settings table for a Decision Tree model 
CREATE TABLE demo_class_dt_settings  
( setting_name  VARCHAR2(30), 
  setting_value VARCHAR2(4000)); 
 
-- insert the settings records for a Decision Tree 
-- Decision Tree algorithm. By Default Naive Bayes is used for classification 
-- ADP is turned on. By default ADP is turned off. 
BEGIN 
  INSERT INTO demo_class_dt_settings (setting_name, setting_value) 
  values (dbms_data_mining.algo_name, dbms_data_mining.algo_decision_tree); 
 
  INSERT INTO demo_class_dt_settings (setting_name, setting_value) 
  VALUES (dbms_data_mining.prep_auto,dbms_data_mining.prep_auto_on); 
END; 
/ 
SELECT * 
FROM   demo_class_dt_settings; 

SETTING_NAME                   SETTING_VALUE 
------------------------------ ---------------------------------------- 
ALGO_NAME                      ALGO_DECISION_TREE 
PREP_AUTO                      ON

If you want to perform your own data preparation, then you don’t need to 
include the second INSERT statement or you can change the setting value to 
PREP_AUTO_OFF.

You need to create a separate settings table for each algorithm you want to use. 
In the current example, we are only specifying the settings for creating a Decision 
Tree model. If you want to create additional classification models at the same time, 
then you need to create a separate settings table for each of the other algorithms.

Table 15-2 lists the algorithms available in Oracle.

Algorithm Name Description
ALGO_DECISION_TREE Decision Tree
ALGO_GENERALIZED_LINEAR_MODEL Generalized Linear Model
ALGO_NAIVE_BAYES Naïve Bayes
ALGO_SUPPORT_VECTOR_MACHINES Support Vector Machine

TABLE 15-2. Oracle Algorithms
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Each algorithm has its own settings. Table 15-3 shows the settings for each 
classification algorithm and its default value.

Algorithm Setting Values and Default Value

Naïve Bayes NABS_PAIRWISE_THRESHOLD The value of the pairwise 
threshold for the algorithm.
Values >= 0 and <= 1 
0.001 (default)

NABS_SINGLETON_THRESHOLD The value of the singleton 
threshold for the algorithm.
Values >= 0 and <= 1 
0.001 (default)

Generalized 
Linear Model

GLMS_CONF_LEVEL The confidence level for the 
intervals.
Values > 0 and < 1 
0.95 (default)

GLMS_DIAGNOSTICS_TABLE_NAME The name of the table that 
contains row-level diagnostic 
information, which is created 
during the model build.
Default is determined by the 
algorithm.

GLMS_REFERENCE_CLASS_NAME The target value to be used as 
the reference value in a logistic 
regression model.
Default is determined by the 
algorithm.

GLMS_RIDGE_REGRESSION The value determines whether 
ridge  regression be enabled:
GLMS_RIDGE_REG_ENABLE 
GLMS_RIDGE_REG_DISABLE 

Default is determined by the 
algorithm.

TABLE 15-3. Oracle Algorithm Settings and Values (continued)
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Algorithm Setting Values and Default Value
GLMS_RIDGE_VALUE The value of the ridge 

parameter used by the 
algorithm; this should be set 
only when ridge regression is 
enabled.
Values > 0
Default is determined by the 
algorithm if set automatically; 
otherwise, a value must be 
provided

GLMS_VIF_FOR_RIDGE The value specifies whether 
Variance Inflation Factor 
statistics are created when ridge 
is used:
GLMS_VIF_RIDGE_ENABLE 
GLMS_VIF_EIDGE_DISABLE 
(default)

Support 
Vector 
Machine

SVMS_ACTIVE_LEARNING This value determines whether 
active learning enabled or 
disabled:
SVMS_AL_DISABLE 
SVMS_AL_ENABLE (default)

SVMS_COMPLEXITY_FACTOR The value of the complexity 
factor.
Values > 0
Default value is estimated by 
the algorithm.

SVMS_CONV_TOLERANCE The convergence tolerance for 
the algorithm.
Values > 0 
0.001 (default)

SVMS_EPSILON The value of the epsilon factor. 
Values > 0
Default value is estimated by 
the algorithm.

TABLE 15-3. Oracle Algorithm Settings and Values
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Algorithm Setting Values and Default Value
SVMS_KERNEL_CACHE_SIZE The value of the kernel cache 

size; for Gaussian kernels only.
Values > 0 
50MB (default)

SVMS_KERNEL_FUNCTION The kernel used by be the 
algorithm.
svm_gaussian 
svm_linear

Default is determined by the 
algorithm. 

SVMS_OUTLINER_RATE The rate of outlines in the 
training data for one-class 
models.
Values > 0 and < 1 
1 (default)

SVMS_STD_DEV The value of standard deviation 
for the algorithm using the 
Gaussian kernel.
Values > 0
Default is estimated by the 
algorithm.

Decision 
Tree

TREE_IMPURITY_METRIC The value specifies the 
algorithm used to determine 
the best way to split the data for 
each node:
TREE_IMPURITY_GINI 
(default) 
TREE_IMPURITY_ENTROPY

TREE_TERM_MAX_DEPTH Maximum depth of the tree, 
that is, the number of nodes 
between root and the leaf 
nodes.
Values >= 2 and <= 20 
7 (default)

TABLE 15-3. Oracle Algorithm Settings and Values (continued)
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Algorithm Setting Values and Default Value
TREE_TERM_MINPCT_NODE Child nodes will not have a 

percentage record count below 
this value.
Values >= 0 and <= 10 
0.5 (default)

TREE_TERM_MINREC_SPLIT Minimum number of records in 
a parent node before a split will 
be considered.
Values >= 0 and <= 20 
20 (default)

TREE_TERM_MINREC_NODE Child nodes will not be created 
where the record count is 
below this value.
Values >= 0 
10 (default)

TREE_TERM_MINPCT_SPLIT Minimum percentage of records 
needed to split a node.
Values >= 0 
.1 (default)

TABLE 15-3. Oracle Algorithm Settings and Values (continued)

Creating the Classification Models
To create a new Oracle Data Mining model, you will use the CREATE_MODEL 
procedure that is part of the DBMS_DATA_MINING package. Table 15-4 describes the 
parameters that the CREATE_MODEL procedure accepts.

The syntax of the CREATE_MODEL procedure is as follows:

DBMS_DATA_MINING.CREATE_MODEL ( 
model_name         IN VARCHAR2, 
mining_function         IN VARCHAR2, 
data_table_name         IN VARCHAR2, 
case_id_column_name     IN VARCHAR2, 
target_column_name      IN VARCHAR2 DEFAULT NULL, 
settings_table_name     IN VARCHAR2 DEFAULT NULL, 
data_schema_name   IN VARCHAR2 DEFAULT NULL, 
settings_schema_name    IN VARCHAR2 DEFAULT NULL, 
xform_list         IN TRANSFORM_LIST DEFAULT NULL);
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In the following examples, a Decision Tree is created based on the same data set 
that was used in Chapter 8 for the Oracle Data Miner tool. This data set, MINING_
DATA_BUILD_V, contains the previously generated cases and the new cases since 
the last model rebuild. One of the main differences between generating the data 
mining model using the CREATE_MODEL procedure and doing so using the Oracle 
Data Miner tool is that CREATE_MODEL does not separate the data set into one 
portion for building the model and another for testing the model. You need to use 
separate data sets for building a model and for testing a model. The CREATE_MODEL 

Parameter Description
model_name This is the name of the model you are creating. This is a 

meaningful name you want to give to the model.
mining_function This parameter identifies the data mining function you 

want to use. The possible values are ASSOCIATION, 
ATTRIBUTE_IMPORTANCE, CLASSIFICATION, 
CLUSTERING, FEATURE_EXTRACTION, and 
REGRESSION.

data_table_name This is the name of the table or view that contains the 
build data set.

case_id_column_name This parameter sets the Case ID (PK) for the build data set.
target_column_name This is the name of the target attribute in the build data set.
settings_table_name This parameter specifies the name of the settings table.
data_schema_name This is the schema where the build data set is located. 

This can be left NULL if the build data set is in the current 
schema.

settings_schema_name This parameter identifies the schema where the settings 
table is located. This can be left NULL if the settings table 
is in the current schema.

xform_list If you have a set of transformations you want to be 
embedded into the model, you can specify them here. 
These transformations can be instead of or in conjunction 
with the transformations performed by the ADP.

TABLE 15-4. CREATE_MODEL Parameters
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procedure takes all the cases in MINING_DATA_BUILD_V as inputs to create your 
model. In this example, the procedure creates a Decision Tree.

BEGIN  
   DBMS_DATA_MINING.CREATE_MODEL(  
      model_name         => 'DEMO_CLASS_DT_MODEL',  
      mining_function    => dbms_data_mining.classification,  
      data_table_name    => 'mining_data_build_v',  
      case_id_column_name     => 'cust_id',  
      target_column_name      => 'affinity_card',  
      settings_table_name     => 'demo_class_dt_settings');  
END; 
/

If you want to create a number of classification models using the other 
classification algorithms, then you need to have a separate settings table for each of 
these models. You then have to execute the CREATE_MODEL command for each 
model. The command you use is the same as used in the preceding Decision Tree 
example except that you have a different settings table and a different model name. 
The following example illustrates the settings table and CREATE_MODEL command 
to generate a Support Vector Machine model for the same build data set:

-- create the settings table for a Support Vector Machine model 
CREATE TABLE demo_class_svm_settings  
( setting_name  VARCHAR2(30), 
  setting_value VARCHAR2(4000)); 
 
-- insert the settings records for a Support Vector Machine 
-- Support Vector Machine algorithm. By default Naive Bayes is used for classification 
-- ADP is turned on. By default ADP is turned off. 
BEGIN 
  INSERT INTO demo_class_svm_settings (setting_name, setting_value) 
  values (dbms_data_mining.algo_name, dbms_data_mining.algo_support_vector_machines); 
 
  INSERT INTO demo_class_svm_settings (setting_name, setting_value) 
  VALUES (dbms_data_mining.prep_auto,dbms_data_mining.prep_auto_on); 
END; 
/ 
BEGIN  
   DBMS_DATA_MINING.CREATE_MODEL(  
      model_name              => 'DEMO_CLASS_SVM_MODEL',  
      mining_function         => dbms_data_mining.classification,  
      data_table_name         => 'mining_data_build_v',  
      case_id_column_name     => 'cust_id',  
      target_column_name      => 'affinity_card',  
      settings_table_name     => 'demo_class_svm_settings');  
END; 
/

The following code illustrates how to check that the classification models and 
the Support Vector Machine models have been built and what other classification 
models exist in your schema. You will see that the schema includes a number of 
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other classification models. These were created when you used the Oracle Data 
Miner tool in Chapter 8. You also see a new Decision Tree model called DEMO_
CLASS_DT_MODEL and a new Support Vector Machine called DEMO_CLASS_SVM_
MODEL. These are highlighted in bold in the following listing.

SELECT model_name,  
       algorithm,  
       build_duration,  
       model_size  
FROM   ALL_MINING_MODELS 
WHERE  mining_function = 'CLASSIFICATION'; 

MODEL_NAME                ALGORITHM                      BUILD_DURATION MODEL_SIZE 
------------------------- ------------------------------ -------------- ---------- 
CLAS_GLM_1_13             GENERALIZED_LINEAR_MODEL                   13      .1611 
CLAS_NB_1_13              NAIVE_BAYES                                13       .061 
CLAS_DT_1_13              DECISION_TREE                              13      .0886 
CLAS_SVM_1_13             SUPPORT_VECTOR_MACHINES                    13      .0946 
DEMO_CLASS_DT_MODEL       DECISION_TREE                              27      .0661 
DEMO_CLASS_SVM_MODEL      SUPPORT_VECTOR_MACHINES                     7      .1639

NOTE
You may get slightly different numbers for BUILD_
DURATION and MODEL_SIZE. These are dependent 
on the version of the database and database server 
you are using.

To see what settings were used to build the models, you need to query the ALL_
DATA_MINING_SETTINGS view. This shows you the settings what were specified in 
the settings table and the other default settings for each algorithm.

SELECT setting_name,  
       setting_value,  
       setting_type  
FROM   all_mining_model_settings  
WHERE  model_name = 'DEMO_CLASS_DT_MODEL'; 

SETTING_NAME                 SETTING_VALUE                       SETTING 
---------------------------- ----------------------------------- ------- 
TREE_TERM_MINREC_NODE        10                                  DEFAULT 
TREE_TERM_MAX_DEPTH          7                                   DEFAULT 
TREE_TERM_MINPCT_SPLIT       .1                                  DEFAULT 
TREE_IMPURITY_METRIC         TREE_IMPURITY_GINI                  DEFAULT 
TREE_TERM_MINREC_SPLIT       20                                  DEFAULT 
TREE_TERM_MINPCT_NODE        .05                                 DEFAULT 
PREP_AUTO                    ON                                  INPUT 
ALGO_NAME                    ALGO_DECISION_TREE                  INPUT

Next you can have a look at what attributes were used to build the Decision Tree 
model. A data mining algorithm may not use all the attributes available, in the data 
source table or view, to build its model. The algorithm works out what attributes  
and the values of those attributes that contribute to the values in the target attribute. 
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To see what attributes were used in the model, you can query the ALL_MINING_
MODEL_ATTRIBUTES view:

SELECT attribute_name,  
       attribute_type,  
       usage_type,  
       target  
FROM   all_mining_model_attributes  
WHERE  model_name = 'DEMO_CLASS_DT_MODEL';   

ATTRIBUTE_NAME                 ATTRIBUTE_T USAGE_TY TAR 
------------------------------ ----------- -------- --- 
AFFINITY_CARD                  CATEGORICAL ACTIVE   YES 
YRS_RESIDENCE                  NUMERICAL   ACTIVE   NO 
OCCUPATION                     CATEGORICAL ACTIVE   NO 
HOUSEHOLD_SIZE                 CATEGORICAL ACTIVE   NO 
EDUCATION                      CATEGORICAL ACTIVE   NO 
CUST_MARITAL_STATUS            CATEGORICAL ACTIVE   NO 
AGE                            NUMERICAL   ACTIVE   NO

Evaluating the Classification Models
When you create a new model using the CREATE_MODEL procedure, it uses all the 
records from the data source to build the model. The algorithms does not divide the 
data into separate data sets for building and testing, as is done automatically when 
using the Oracle Data Miner tool. When you are using the PL/SQL package DBMS_
DATA_MINING, the testing and evaluation are separate steps that you need to 
complete. If you are using the Oracle Data Mining tool, it completes these steps 
automatically for you. When using the DBMS_DATA_MINING package to create your 
models, you need to use a separate data source for testing your data. This separate 
data source can be a table or a view.

Preparing the Data
To prepare your data for testing and evaluating your models, you need to perform  
a number of steps to ensure that the data is ready.

First, the data set you want to use for testing and evaluation should have a similar 
structure as the data set (table or view) you used to build the model. All data 
preparation and transformation must be applied to the data to ensure that all the data  
is prepared and ready for input to the model.

When your testing data set is ready, you can then apply the model to the testing 
data set. You have two ways of doing this. The first is to use the APPLY procedure 
that is part of the DBMS_DATA_MINING package or to use the SQL functions of 
PREDICTION and PREDICTION_PROBABILITY. These are explained in more detail 
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in later sections of this chapter. When you use the APPLY procedure a new table is 
created to store the results. If you do not want your schema to get filled up with 
tables, the alternative approach is create a view in your schema. It is this latter 
approach that is illustrated in the following examples. In the following scenario, a 
view is created that contains the primary key of the table that contains the data, the 
predicted target value, and the prediction probability. The Case ID is needed so that 
you can link back to the testing data set to compare the actual target values with  
the predicted values. The sample data has a view defined called MINING_DATA_
TEST_V that you will use for testing your Decision Tree model.

CREATE OR REPLACE VIEW demo_class_dt_test_results 
AS 
SELECT cust_id, 
       prediction(DEMO_CLASS_DT_MODEL USING *)  predicted_value, 
       prediction_probability(DEMO_CLASS_DT_MODEL USING *) probability 
FROM   mining_data_test_v; 
 
SELECT *  
FROM demo_class_dt_test_results 
WHERE rownum <=8; 
   CUST_ID PREDICTED_VALUE PROBABILITY 
---------- --------------- ----------- 
    103001               0  .952191235 
    103002               0  .952191235 
    103003               0  .859259259 
    103004               0  .600609756 
    103005               1  .736625514 
    103006               0  .952191235 
    103007               1  .736625514 
    103008               0  .600609756

The following sections use the view DEMO_CLASS_DT_TEST_RESULTS and the 
MINING_DATA_BUILD_V to build the confusion matrix, calculate the lift,  
and calculate the Receiver Operating Characteristic (ROC). All the results from 
these operations are numbers, and the Oracle Data Miner tool graphs will not be 
available to help you understand the results.

Computing the Confusion Matrix
To calculate the confusion matrix for the model, you use the COMPUTE_CONFUSION_
MATRIX procedure, which is part of the PL/SQL package DBMS_DATA_MINING.

The confusion matrix can be used to test your classification models by comparing 
the predicted target values, generated by the model, with the actual target values  
in the testing data set. The procedure requires two sets of inputs that consist of the 
predictions (Case ID as well as Prediction and Probabilities) and the actual target values 
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from the testing data set (Case ID and target attribute). The syntax of the procedure is  
as follows:

DBMS_DATA_MINING.COMPUTE_CONFUSION_MATRIX ( 
    accuracy                        OUT NUMBER, 
    apply_result_table_name         IN VARCHAR2, 
    target_table_name               IN VARCHAR2, 
    case_id_column_name             IN VARCHAR2, 
    target_column_name              IN VARCHAR2, 
    confusion_matrix_table_name     IN VARCHAR2, 
    score_column_name               IN VARCHAR2 DEFAULT 'PREDICTION', 
    score_criterion_column_name     IN VARCHAR2 DEFAULT 'PROBABILITY', 
    cost_matrix_table_name          IN VARCHAR2 DEFAULT NULL, 
    apply_result_schema_name        IN VARCHAR2 DEFAULT NULL, 
    target_schema_name              IN VARCHAR2 DEFAULT NULL, 
    cost_matrix_schema_name         IN VARCHAR2 DEFAULT NULL, 
    score_criterion_type            IN VARCHAR2 DEFAULT 'PROBABILITY');

Using the Decision Tree model that was created earlier in the chapter, the 
following example shows how to create the confusion matrix for this model using the 
testing data set and the previously created view (DEMO_CLASS_DT_TEST_RESULTS). 
The confusion matrix results are stored in a new table called DEMO_CLASS_DT_
CONFUSION_MATRIX.

set serveroutput on 
 
DECLARE 
   v_accuracy NUMBER; 
BEGIN 
   DBMS_DATA_MINING.COMPUTE_CONFUSION_MATRIX ( 
      accuracy                    => v_accuracy, 
      apply_result_table_name     => 'demo_class_dt_test_results', 
      target_table_name           => 'mining_data_test_v', 
      case_id_column_name         => 'cust_id', 
      target_column_name          => 'affinity_card', 
      confusion_matrix_table_name => 'demo_class_dt_confusion_matrix', 
      score_column_name           => 'PREDICTED_VALUE', 
      score_criterion_column_name => 'PROBABILITY', 
      cost_matrix_table_name      => null, 
      apply_result_schema_name    => null, 
      target_schema_name          => null, 
      cost_matrix_schema_name     => null, 
      score_criterion_type        => 'PROBABILITY'); 
   DBMS_OUTPUT.PUT_LINE('**** MODEL ACCURACY ****: ' || ROUND(v_accuracy,4)); 
END; 
/ 
**** MODEL ACCURACY ****: .8187
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To view the confusion matrix, run the following:

SELECT *  
FROM   demo_class_dt_confusion_matrix; 
ACTUAL_TARGET_VALUE PREDICTED_TARGET_VALUE      VALUE 
------------------- ---------------------- ---------- 
                  1                      0        192 
                  0                      0       1074 
                  1                      1        154 
                  0                      1         80

Computing the Lift
The calculate the lift for the model, you use the COMPUTE_LIFT procedure that is part 
of the PL/SQL package DBMS_DATA_MINING. The lift is a measurement of the degree 
to which the predictions of the positive class, by the model, are an improvement over 
random chance. The lift is calculated based on the results from applying the model to 
the testing data set. These results are ranked by the probability and divided in quantiles. 
Each quantile has the score for the same number of cases.

The procedure requires two sets of inputs that consist of the predictions (Case ID 
as well as Prediction and Probabilities) and the actual target values from the testing 
data set (Case ID and target attribute). The syntax of the procedure is as follows:

DBMS_DATA_MINING.COMPUTE_LIFT ( 
   apply_result_table_name     IN VARCHAR2, 
   target_table_name           IN VARCHAR2, 
   case_id_column_name         IN VARCHAR2, 
   target_column_name          IN VARCHAR2, 
   lift_table_name             IN VARCHAR2, 
   positive_target_value       IN VARCHAR2, 
   score_column_name           IN VARCHAR2 DEFAULT 'PREDICTION', 
   score_criterion_column_name IN VARCHAR2 DEFAULT 'PROBABILITY', 
   num_quantiles               IN NUMBER DEFAULT 10, 
   cost_matrix_table_name      IN VARCHAR2 DEFAULT NULL, 
   apply_result_schema_name    IN VARCHAR2 DEFAULT NULL, 
   target_schema_name          IN VARCHAR2 DEFAULT NULL, 
   cost_matrix_schema_name     IN VARCHAR2 DEFAULT NULL 
   score_criterion_type        IN VARCHAR2 DEFAULT 'PROBABILITY');

Using the Decision Tree model created earlier in this chapter, the following 
example shows how to create the lift for this model using the testing data set and  
the view DEMO_CLASS_DT_TEST_RESULTS created earlier that contains the results 
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from applying the model. The lift results are stored in a new table called DEMO_
CLASS_DT_LIFT.

BEGIN 
   DBMS_DATA_MINING.COMPUTE_LIFT ( 
      apply_result_table_name  => 'demo_class_dt_test_results', 
      target_table_name        => 'mining_data_test_v', 
      case_id_column_name      => 'cust_id', 
      target_column_name       => 'affinity_card', 
      lift_table_name          => 'DEMO_CLASS_DT_LIFT', 
      positive_target_value    => '1', 
      score_column_name        => 'PREDICTED_VALUE', 
      score_criterion_column_name => 'PROBABILITY', 
      num_quantiles            => 10, 
      cost_matrix_table_name   => null, 
      apply_result_schema_name => null, 
      target_schema_name       => null, 
      cost_matrix_schema_name  => null, 
      score_criterion_type     => 'PROBABILITY'); 
END; 
/

After you run the preceding code, the quantile lift results are stored in the 
DEMO_CLASS_DT_LIFT table. This table has a number of attributes, and the core set 
of these, illustrated in the following SQL, shows the main lift results.

SELECT quantile_number,  
       probability_threshold,  
       gain_cumulative, 
       quantile_total_count 
FROM   demo_class_dt_lift; 
QUANTILE_NUMBER PROBABILITY_THRESHOLD GAIN_CUMULATIVE QUANTILE_TOTAL_COUNT 
--------------- --------------------- --------------- -------------------- 
              1            .736625514        .1025641                   24 
              2            .736625514      .205128199                   24 
              3            .736625514      .307692317                   24 
              4            .736625514      .410256398                   24 
              5            .736625514      .508547003                   23 
              6            .736625514      .606837582                   23 
              7            .736625514      .705128211                   23 
              8            .736625514      .803418791                   23 
              9            .736625514       .90170942                   23 
             10            .736625514               1                   23

Computing the ROC
To calculate the ROC for the model, you use the COMPUTE_ROC procedure that is 
part of the PL/SQL package DBMS_DATA_MINING. The ROC is a measurement  
of the false positive rate against the true positive rate. It can be used to assess the 
impact of changes to the probability threshold for a model. The probability threshold 
is the decision point used by the model for predictions. The ROC can be used to 
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determine an appropriate probability threshold. This can be achieved by examining 
the true positive fraction and the false positive fraction. The true positive fraction  
is the percentage of all positive cases in the test data set that were correctly predicted  
as positive. The false positive fraction is the percentage of negative cases in the test 
data set that were incorrectly predicted as positive.

The procedure requires two sets of inputs that consist of the predictions (Case ID 
as well as Prediction and Probabilities) and the actual target values from the testing 
data set (Case ID and the target attribute). The syntax of the procedure is as follows:

DBMS_DATA_MINING.COMPUTE_ROC ( 
   roc_area_under_curve        OUT NUMBER, 
   apply_result_table_name     IN VARCHAR2, 
   target_table_name           IN VARCHAR2, 
   case_id_column_name         IN VARCHAR2, 
   target_column_name          IN VARCHAR2, 
   roc_table_name              IN VARCHAR2, 
   positive_target_value       IN VARCHAR2, 
   score_column_name           IN VARCHAR2 DEFAULT 'PREDICTION', 
   score_criterion_column_name IN VARCHAR2 DEFAULT 'PROBABILITY', 
   apply_result_schema_name    IN VARCHAR2 DEFAULT NULL, 
   target_schema_name          IN VARCHAR2 DEFAULT NULL);

Using the Decision Tree model that was created earlier in the chapter, the following 
example shows how to create the ROC statistics for this model using the testing data set 
and the view created previously (DEMO_CLASS_DT_TEST_RESULTS) that contains the 
results from applying the model. The ROC results are stored in a new table called 
DEMO_CLASS_DT_ROC.

set serveroutput on 
 
DECLARE 
   v_area_under_curve NUMBER; 
BEGIN 
   DBMS_DATA_MINING.COMPUTE_ROC ( 
      roc_area_under_curve    => v_area_under_curve, 
      apply_result_table_name => 'demo_class_dt_test_results', 
      target_table_name       => 'mining_data_test_v', 
      case_id_column_name     => 'cust_id', 
      target_column_name      => 'affinity_card', 
      roc_table_name          => 'DEMO_CLASS_DT_ROC', 
      positive_target_value   => '1', 
      score_column_name       => 'PREDICTED_VALUE', 
      score_criterion_column_name => 'PROBABILITY'); 
   DBMS_OUTPUT.PUT_LINE('**** AREA UNDER ROC CURVE ****: ' || 
       ROUND(v_area_under_curve,4)); 
END; 
/ 
**** AREA UNDER ROC CURVE ****: .5
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After you run the preceding code, the ROC results are stored in the DEMO_
CLASS_DT_ROC table. This table has a number of attributes, and the core set of 
these, illustrated in the following SQL, shows the main ROC results.

SELECT probability,  
       true_positive_fraction,  
       false_positive_fraction 
FROM   demo_class_dt_roc;

Applying the Model to New Data
This section shows you how to use the classification models produced in this 
chapter and the classification models that were produced using the Oracle Data 
Miner tool. Chapter 8 illustrated how you can apply a classification model to new 
data. This functionality is very simple to use, but at some point you may want to 
productionize your code. You need to embed the calling and scoring of new data in 
your applications as you are gathering the data or processing a record.

The Oracle Database offers two main ways of doing this. The first is to use the 
SQL functions PREDICTION and PREDICTION_PROBABILITY to score data as you 
are gathering it in your applications. The second way is to process a number of 
records in batch mode. This may be as part of an end-of-day process when you want 
to score your data and then perform another operation based on the outputs of this 
process. To do this, you use the APPLY procedure that is part of the DBMS_DATA_
MINING package. The outputs of using this procedure are persisted as a table in the 
database.

Applying the Model in Real Time
With real-time data scoring, you can score the data as you are capturing it. This 
feature is particularly useful for applications where you need to score or label a data 
as it is being entered into an application. An example of this is when you are 
entering the details of a new customer. As you are entering the values in each field 
in the application, Oracle Data Mining can be used to determine whether this 
customer will be a high-value customer or a low-value customer, or whether you 
can make certain offers. Oracle has built this kind of functionality into a lot of its 
Fusion Applications.

There are two functions that you can use. The first is the PREDICTION function. 
This function returned the predicted value based on the input data and the Oracle 
Data Mining model. The second function is PREDICTION_PROBABILITY. This 
returns a value, in the range 0 to 1, that indicates how strong a prediction Oracle 
thinks it has made.

The PREDICTION function returns the best prediction for the given model and 
the data inputted. The syntax of the function is as follows:

PREDICTION ( model_name, USING attribute_list);
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The attribute list can be a list of attributes from a table. The ODM model then 
processes the values in these attributes to make the prediction. This function processes 
one record at a time to make the prediction, and your query determines the number of 
records to process. The following example illustrates how the PREDICTION function 
can be used to score data that already exists in a table:

SELECT cust_id, PREDICTION(DEMO_CLASS_DT_MODEL USING *)  
FROM   mining_data_apply_v 
WHERE  rownum <= 8; 
   CUST_ID PREDICTION(DEMO_CLASS_DT_MODELUSING*) 
---------- ------------------------------------- 
    100001                                     0 
    100002                                     0 
    100003                                     0 
    100004                                     0 
    100005                                     1 
    100006                                     0 
    100007                                     0 
    100008                                     0

The preceding example uses the Decision Tree model, DEMO_CLASS_DT_MODEL, 
that you created in the previous section. The USING * takes all the attributes and 
feeds their values into the Decision Tree model to make the prediction.

You can also use the PREDICTION function in the WHERE clause to restrict which 
records are returned from a query:

SELECT cust_id  
FROM   mining_data_apply_v 
WHERE  PREDICTION(DEMO_CLASS_DT_MODEL USING *) = 1  
AND    rownum <= 8; 
   CUST_ID 
---------- 
    100005 
    100009 
    100012 
    100026 
    100029 
    100034 
    100035 
    100036

The second function that you can use is PREDICTION_PROBABILITY. This 
function has the same syntax as the PREDICTION function. The syntax of the 
function is as follows:

PREDICTION_PROBABILITY ( model_name, USING attribute_list);

15-ch15.indd   311 4/28/14   3:41 PM



Oracle-Regular / Predictive Analytics Using Oracle Data Miner / Brendan Tierney / 167-8 Oracle-Regular / Predictive Analytics Using Oracle Data Miner / Brendan Tierney / 167-8

312  Predictive Analytics Using Oracle Data Miner

The PREDICTION_PROBABILTY function returns a value between 0 and 1 and  
is a measure of how strong a prediction ODM thinks it has made. You can use the 
function in the SELECT and the WHERE parts of a query, just as with the PREDICTION 
function:

SELECT cust_id,  
       PREDICTION(DEMO_CLASS_DT_MODEL USING *) Predicted_Value, 
       PREDICTION_PROBABILITY(DEMO_CLASS_DT_MODEL USING *) Prob 
FROM   mining_data_apply_v 
WHERE  rownum <= 8; 
   CUST_ID PREDICTED_VALUE       PROB 
---------- --------------- ---------- 
    100001               0 .952191235 
    100002               0 .952191235 
    100003               0 .952191235 
    100004               0 .952191235 
    100005               1 .736625514 
    100006               0 .952191235 
    100007               0 .952191235 
    100008               0 .952191235

These functions can also be used on data as it is being captured. In this type of 
scenario, the data is not in a table. Instead, you can feed the actual values being 
captured into the PREDICTION and PREDICTION_PROBABILITY functions:

SELECT prediction(DEMO_CLASS_DT_MODEL 
           USING 'F' AS cust_gender,  
                 62 AS age,  
      'Widowed' AS cust_marital_status,  
           'Exec.' as occupation,  
           2 as household_size,  
           3 as yrs_residence)  Predicted_Value, 
       prediction_probability(DEMO_CLASS_DT_MODEL, 0 
           USING 'F' AS cust_gender,  
                 62 AS age,  
      'Widowed' AS cust_marital_status,  
           'Exec.' as occupation,  
           2 as household_size,  
           3 as yrs_residence) Predicted_Prob 
FROM dual; 
 
PREDICTED_VALUE PREDICTED_PROB 
--------------- -------------- 
              0     .935768262

As you capture more data or change some of the values, the functions return an 
updated value from the data mining model.
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Applying the Model in Batch
Applying an ODM model in batch mode involves using the APPLY procedure in the 
PL/SQL package DBMS_DATA_MINING. The main difference with using this package 
and procedure is that the outputs are stored in a new table in your schema. This 
method is best suited to scenarios where you want to process a number of records in 
a batch or offline work. Table 15-5 describes the parameters of the APPLY procedure, 
and its syntax is as follows:

DBMS_DATA_MINING.APPLY ( 
   model_name            IN VARCHAR2, 
   data_table_name       IN VARCHAR2, 
   case_id_column_name IN VARCHAR2, 
   result_table_name     IN VARCHAR2, 
   data_schema_name      IN VARCHAR2 DEFAULT NULL);

The table or view that contains the data to be scored (data_table_name) needs 
to be in the same format and have the same column names as the original data 
source used to create the ODM model. Any data processing that was performed 
separately from the data processing performed by the model also needs to be 
performed before you run the APPLY procedure.

The results from the APPLY procedure are stored in a new table (result_
table_name). The APPLY procedure creates this new table and determines which 
attributes this new table will contain. Table 15-6 describes the attributes that the 
results table contains for the classification models.

Parameter Description
model_name This is the name of the Oracle Data Mining model you 

want to use to score the data.
data_table_name This parameter sets the name of the table or view that 

contains the data to be scored.
case_id_column_name This is the Case ID attribute name.
result_table_name This specifies the name of the table that will be created 

to store the results.
data_schema_name This is the name of the schema that contains the data to 

be scored. If the table or view is in your schema, you 
can leave this parameter out or set it to NULL.

TABLE 15-5. APPLY Function Parameters
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The results table (result_table_name) contains a record for each of the 
possible target variable values. In the case, where you have two target variable values 
(0 or 1), you get two records in the results table for each record in the APPLY data 
set (data_table_name). For each of these records, the table gives the prediction 
probability of each prediction. You can then use this information to decide how you 
want to process the data. 

Using the previously built Decision Tree model, the following example illustrates 
using the APPLY procedure to score the data in MINING_DATA_APPLY_V. The 
results table (DEMO_DT_DATA_SCORED) contains the output from the APPLY 
procedure.

BEGIN 
   dbms_data_mining.APPLY(model_name          => 'DEMO_CLASS_DT_MODEL', 
                          data_table_name     => 'MINING_DATA_APPLY_V', 
                          case_id_column_name => 'CUST_ID', 
                          result_table_name   => 'DEMO_DT_DATA_SCORED');  
END;  
/ 
SELECT *  
FROM   demo_dt_data_scored 
where  rownum <= 10; 
 
   CUST_ID PREDICTION PROBABILITY 
---------- ---------- ----------- 
    100001          0  .952191235 
    100001          1  .047808765 
    100002          0  .952191235 
    100002          1  .047808765 
    100003          0  .952191235 
    100003          1  .047808765 
    100004          0  .952191235 
    100004          1  .047808765 
    100005          1  .736625514 
    100005          0  .263374486

There are two possible target values in the DEMO_CLASS_DT_MODEL data mining 
model. MINING_DATA_APPLY_V has 1,500 records. The results table, DEMO_DT_
DATA_SCORED, has 3,000 records. A record is created for each of the target values 
and has the associated prediction probability for each possible target value.

Columns Description
Case ID This is the Case ID attribute name from the data set to be scored.
PREDICTION This attribute contains the predicted target attribute value.
PROBABILITY This contains the prediction probability for the prediction.

TABLE 15-6. Classification Model Attributes
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Summary
Classification is a very powerful data mining technique and has many possible 
application areas. As your skills with data mining develop, you can use the many 
functions and procedures that are available in the database. Using these in-database 
functions and procedures, you can build data mining models and use a variety of 
methods to evaluate the models. Integrating the use of the data mining models into 
your organization’s applications is a relatively simple task. Your Oracle developers 
can write some simple SQL code to use the data mining models in your database. 
This chapter included many examples that show how you can create data mining 
models, test them, evaluate them, and use these models to score new data.

15-ch15.indd   315 4/28/14   3:41 PM



Oracle-Regular / Predictive Analytics Using Oracle Data Miner / Brendan Tierney / 167-8 / Blind folio: 316

15-ch15.indd   316 4/28/14   3:41 PM




